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What is the definition of AI?

One Hundred Year Study on Artificial Intelligence: Report of the 2015-2016 Study Panel (2016)

Peter Stone, Rodney Brooks, Erik Brynjolfsson, Ryan Calo, Oren Etzioni, Greg Hager, Julia Hirschberg, Shivaram 
Kalyanakrishnan, Ece Kamar, Sarit Kraus, Kevin Leyton-Brown, David Parkes, William Press, AnnaLee Saxenian, Julie Shah, 
Milind Tambe, Astro Teller

Nils J. Nilsson has provided a useful one: 
“Artificial intelligence is that activity devoted to making machines 
intelligent, and intelligence is that quality that enables an entity to function 
appropriately and with foresight in its environment.”3 

Like Nilsson, the Study Panel takes a broad view that 
intelligence lies on a multi- dimensional spectrum. According to 
this view, the difference between an arithmetic calculator and a 
human brain is not one of  kind, but of  scale, speed, degree of  
autonomy, and generality. The same factors can be used to 
evaluate every other instance of  intelligence—speech 
recognition software, animal brains, cruise-control systems in 
cars, Go-playing programs, thermostats—and to place them at 
some appropriate location in the spectrum. 
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In fact, the field of  AI is a continual endeavor to push forward 
the frontier of  machine intelligence. Ironically, AI suffers the 
perennial fate of  losing claim to its acquisitions, which 
eventually and inevitably get pulled inside the frontier, a 
repeating pattern known as the “AI effect” or the “odd 
paradox”—AI brings a new technology into the common fold, 
people become accustomed to this technology, it stops being 
considered AI, and newer technology emerges.5 The same 
pattern will continue in the future. AI does not “deliver” a life-
changing product as a bolt from the blue. Rather, AI 
technologies continue to get better in a continual, incremental 
way. 
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Magic Beans or not? 
• What is the training mechanism and data?

• Supervised learning – train a system to map from inputs -> outputs by giving examples 
(e.g. classification, or mapping from state to action)
• Characteristics of the data

• Where does it come from and what is its relationship to the real-world use case?
• How are the labels derived? 
• Can you provide the machine a causal model of the phenomena you want to learn or model? 
• If the system is learning its own latent representation of the data, does it need to align with a human 

mental model?
• What is the order of magnitude of data available (10s-1000s versus 10,000-Ms)?

• Can one develop or access a simulator or emulator of the real-world for the machine to self-
supervise its learning (e.g. reinforcement learning)?

• Is there a well characterized objective or reward function?
• If not, can you score good or bad outcomes? Do you have reason to believe the reward/objective 

can be expressed as a linear combination of features, and do you know those features?

• Unsupervised learning – not given labels/examples of desired output. Usually employed 
to find patterns to support human interpretation, e.g. clustering of data
• Does the system’s learned model need to map to a human mental model? 
• In what ways can a human provide input to guide the learning process? 



Magic Beans or not? 

• Timescales for learning / interaction
• Deep learning means lots of data
• Reinforcement learning means lots of episodes (trial and error in simulation)
• Does the system need to update online, interact in human timescales? 

• Tradeoffs between probabilistic models that encode conditional or causal structure, versus deep 
learning / NN 

• Does the model rely on processing in batch? 
• What support do you have the technique will generalize across users, tasks, domains?

• How to deal with blending/averaging of learned policies, and “catastrophic forgetting”

• Need for interpretability impacts choice of model
• by who, for what purpose?
• Are posthoc explanations appropriate for you’re the application? 

• Trustable versus Trustworthy
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e.g. Think of Neural Nets as fancy function approximators – i.e. a modeling technique. Like linear 
algebra or calculus.

Now ask – what are the ethical or social implications of linear algebra or calculus? 

Were advancements in linear algebra, calculus, key determinants in winning the space race? 



How its implemented, embedded in context, 
makes all the difference

Trust is ''the attitude that an agent will help achieve an 
individual's goals in a situation characterized by uncertainty and 
vulnerability.” (Lee and See, 2004) 

Breaking down this definition reveals three fundamental 
components of interactions where trust plays a part (Hoff & 
Bashir, 2015); there needs to be 
(i) collaboration between a trust giver and a trust receiver, 
(ii) an incentive, and 
(iii) a risk for the collaboration to fail.

Designing for the Human-Automation/AI Collaboration



How its implemented, embedded in context, 
makes all the difference

Trust is ''the attitude that an agent will help achieve 
an individual's goals in a situation characterized by 
uncertainty and vulnerability.” (Lee and See, 2004) 

This is about calibrating trust – determining 
when and how to cede control, and take over, 
weighing the performance and capabilities of 
the other 

Designing for Calibrated Human-Automation/AI Collaboration



Accident rates across Airbus jets for first generation (early commercial jets), second 
generation (more integrated auto-flight), third generation (glass cockpit and FMS) and 
fourth generation (fly-by-wire). 



Hard versus Soft Automation

• Even in well-established industries, such as aviation, where automation is prevalent, we still 
debate what flight deck automation should control and what a pilot should have ultimate control 
over. 

• Decades ago Airbus and Boeing chose quite different paths, representing different philosophies 
for how pilots and intelligent automation were to work together.  When you are riding in an 
Airbus, the plane’s systems have authority over the pilot; the opposite is true on Boeing. 

• By and large, the automation can override the pilot in an Airbus and the pilot can override the 
automation in a Boeing. 

• This reflects a basic decision in designing robotic systems: hard versus soft automation.  Hard 
automation has more protection against human error, ultimately constraining the user from doing 
something that would put the vehicle in danger.  

• Soft automation still employs safety constraints, but it considers the automation an aid, alerting 
the user when they are about to do something that may be dangerous, but ultimately allowing 
them to proceed and override the warnings if they choose. This allows for more human creative 
problem-solving.  In other words, with soft automation, the user always has access to the full 
capabilities of the vehicle, but with hard automation, there are certain circumstances in which 
they do not.

(Stanton, 2002; Major & Shah 2020 )



Hard versus Soft Automation
• There are pros and cons to each style. 

• In 1985 a China Airlines Boeing 747 had an engine failure while cruising at 41,000 feet.  It entered 
an uncontrollable dive and plunged more than 30,000 feet. With the soft automation system, the 
pilots recovered control and passengers sustained few injuries. Analysis indicates that a hard 
automation protection system would have disallowed the pilots’ inputs, which successfully 
regained control of the aircraft, due to stresses of the control inputs on the airframe. However, that 
it could be argued that an Airbus flight control system, with its hard automation protections, would 
not have allowed the aircraft to enter the uncontrolled dive to begin with because it would have 
prevented the pilot from taking actions that got the system in to the unstable state. 

• In the analysis of major, automated-related accidents from 1988 to 2002 (nine total), Airbus had 
twice as many accidents that involved breakdowns in human-automation coordination.

• Overall, however, it seems preserving the human pilot’s capacity for creative judgement, decision-
making, and action may have been the winning strategy.

(Stanton, 2002; Major & Shah 2020)


